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Change Object 29.3% + Change Target 0.0% -+ Spatial Description 11.e% + Drawer Action 31.7% OSC_POSE + verified *+ 16/43 split

Open Benchmark The Language Gap
github.com/YC11Hou/langgap _72 . ll' pts
93.8% — 21.4% - Change Target 0% on all 13 tasks
- 0 O]

2299 tasks ° 59 semantic variants [
2 Instruction-level Split 16 / 43 Same Scene. Different Words. i

@ Physically validated in LIBERO 0.0 THE GAP

S 2,400 demos + LoRA recipes Q. piagnose E. Benchmark 1= Train R No Shortcuts hopats IS 11.0 .

b4 VLA models evaluated Sl [ o (60 AiRe © Ml e oF SHimmme o | TS 2o Instruction VLA (70.5) Success?

Leaderboard 59 Ext. Tasks - 20 Ep./Task ‘¥ Benchmark Highlights 4 LIBERO Suites - 99 Tasks - Scripted Data

Ch. 0Obj. Sp. Desc. Drawer Total

T . 0.0 8.6

T0-FAST . . . 0.0 2.7
SmolVLA . 6.4

Ours (45-task) . Tibero_spatial - 28 ext Libero_object - 22 ext Tibero_goal - 9 ext Tibero_1o - original

Ours (56-task) Every alternative object, target and drawer named by an extended instruction is physically present; each extended task keeps the exact initial state of its source task.
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k tasks share one identical initial state, ~ Train on 16 (9 spatial - 4 object - 3 goal);  Every candidate runs in the LIBERO ey e » Dilution: +40 official tasks drops 28% —s 4% on the
50 a language-blind model is capped at test on 43 held-out tasks whose instruc-  simulator; only the 59 passing all three X Before- 0% v After-90% <ame eval 7"935 visual tasks dill)ute the lanauage-
1/k: no visual confounds. tions are never seen in training. checks enter the benchmark. e ly suag
e : ‘ grounding signal.
“H » Capacity wall: 90% (1 task) — 28% (6) — 6.2% (16)
A = — diverse semantics is the fundamental challenge.
. “bowl on the stove” after LoRA: bowl » Single-task fine-tuning on one scripted task lifts
LIBERO: 130 tasks, 0 semantic - LIBERO-Plus: 10,030 tasks, 1 of 7 headeonthelplatey on the stove an unseen-instruction success rate from 0% to 90% Waypoint schedule (schematic): home — above object — grasp — lift — above target — place. Evaluation: 43
(frames at left). held-out tasks, 20 episodes each.

dims linguistic - LangGap: 99 tasks, 59 semantic, compositional

Failure is structured: the spatial-goal slot collapses to 0%; object nouns only & pata narrows the gap (0% — 90% single-task) — but does not scale to diverse B;'ﬂ Measure language generalization before deployment — LangGap is the yardstick,
released with code + data.

= partially ground. semantics.
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